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Abstract

Latency on Internet mainly depends on the distance that packets travel in WAN networks1. This latency can be
reduced if the hops between autonomous systems are reduced. This is the main function of the BGP protocol that
is used by default in all the ISPs, but the lack of announcement of some network segments causes some routes to
increase . This paper proposes a simple method to detect the routes that can be optimized and also a method using
SDN to correct them.

The first step is to determine which routes can be optimized, that is, those that are sent to a neighbor when they
travel the greater distance, although this can not be determined by the router since it does not analyze all the routes
that BGP receives in context. The second step is to add the new routes to the router, also by BGP, so that the router
uses them.
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1. Introduction

Having several Internet providers, as well use of the BGP protocol, causes the distance that a packet
travels from the origin to the destination, using the route of the provider that has the least distance. But if a
provider does not announce the route of any network segment, that ISP does not participate in the selection
of the best route that the BGP protocol does.

By using the information of the other BGP neighbors, and tracking their identifier, you can determine if
an ISP is the best route to some destination ALTHOUGH that ISP does not announce that destination to
our router
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1.1. The Motivation of this method

The BGP protocol efficiently performs detection of the shortest route based on the information provided
by the neighbors. With this, the route tables and the routes used by the different autonomous systems are
generated by considering the ASs that are traversed. But sometimes, these routes are not the shortest and
therefore they don’t have the lowest latency.
For example, in Mexico, most of the ISPs have their main connections to the USA, so some routes that
should be domestic, arrive to foreign suppliers and return to the country. These routes can add on average
60ms more. (30 ms round trip)

1.2. Global experiments

Routes provided by Public Route Servers and Looking Glass sites have been analyzed and all routes have
been found that can be optimized. Because these routes are opted by connections via telnet and html, you
can determine the routes to optimize but there is no mechanism to correct them, only those routes can be
adjusted locally, so SDN is recommended for this task.

This research aims to contact the main providers of routers, so that they include a way to list the routes
to be optimized, in order to have a general idea of how short the routes are.

2. Benefits of optimizing BGP routes

The main cause of latencies on the Internet is due to the distance traveled by the information from
the origin to the destination. Any improvement that can be made to reduce this distance will benefit the
latency and also the variance that traffic can have when using a better route. In the case that the routes
being optimized help to avoid suppliers in other countries, this can also benefit in the costs, since a smaller
bandwidth of the international connections is required and local links are more used.

The BGP protocol optimizes the routes with the information it receives from the neighbors, and this can
be verified, since the average length of the path in a client is less than the average length of the providers,
by using SDN2, it can infer better routes, analyzing in more detail the information of the path provided by
the ISP.

Although these optimizations have been made based on information in the route tables,3,4 this algorithm
proposes to optimize routes with information that is missing in the route tables, but it can be deduced from
other routes by the same ISPs

3. Methodology to optimize routes

The BGP protocol that performs traffic engineering uses two procedures. The first one is used to modify
the output provider, and consists of putting additional routes, preferably in the routing table, to alter the
output, and not to use, for example, the provider of smaller hops. The second process is to modify input
routes, and consists of altering the number of hops that neighbors see by adding the autonomous system to
the route more than once (Prepends)5.

Sometimes these two processes, or the omission of the announcement of some segment towards a neighbor,
generates that the routes are not optimal. This paper proposes a method of analyzing all the routes and
mainly looking for the own paths in routes initiated by a neighbor, but they contain in the way some other
directly connected to the neighbor.

Suppose you have n ISP directly connected to the same autonomous system, from ISP1, ISP2, ..., ISPn,
Each one of them will be found in the routing table, with a fraction of the exit traffic, which can be
determined by the percentage of routes that start by the IS of that ISP or also by the number of routes that
use the address of the Next-Hop that specifies the connection to that neighbor. If you have n neighbors, the
most common is that at least ASn have different routes (at least one of the routes that only point to that
Internet service provider for their own addresses, otherwise, it would not make sense to have this ISP).
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A method to determine non-optimal routes is to find ASi in paths or routes that start with an ASj , j � i,
because this means that to reach a destination, it passes through an ASi, which is our neighbor, but that
neighbor is not used directly, if not that it is reached by another neighbor who is also connected with our
neighbor, either directly or through other neighbors.

4. Determination of routes to be optimized

Given a table of BGP routes, we define the following concepts

Definition 1. AS is a direct neighbor if it is connected to the system (It is one of your ISP)

Definition 2. AS is an indirect neighbor if it is connected through direct neighbors (It is an ISP of the
ISP that we have)

It can be determined that a route is a candidate to be optimized if along the route a direct neighbor
appears, and the next hop is not that neighbor, whether that direct neighbor is connected to another
direct neighbor or between them they are an indirect neighbor .

The steps to determine are the following:

1. Read the complete BGP table.
2. With this table determine the direct neighbors, as they are all the first autonomous system that appears

on all routes. (And store the IP address of the Next-hop)
3. With each one of those direct neighbors, look for them in the routes that DO NOT start with that

autonomous system, if they appear in some other place along the route.
4. The routes can be injected again by BGP, cutting from the beginning until the appearance of the

autonomous system that is a direct neighbor. Here the IP address of the autonomous system is required,
to add that route.

5. It is also possible to detect routes to be optimized that are not directly connected, but only those that
depend on the direct neighbor can be fixed.

For the new route to have preference over those that exist for this same network segment, the following
must be fulfilled:

Table 1. Rules to determine the best BGP route
No. Description Standard

1 Prefer the path with the highest WEIGHT. No (Cisco)
2 Prefer the route with the LOCAL PREF higher. Yes
3 Prefer the route that originated locally through a BGP subcommand

of network or aggregate or through redistribution of an IGP.
Yes

4 Prefer the route with the shorter AS PATH. Yes
5 Prefer the route with the smallest type of origin. Yes
6 Prefer the route with the lowest multiple exit discriminator (MED). Yes
7 Prefer eBGP over iBGP. Yes
8 Prefer the route with the lowest IGP metric to the next BGP jump. Yes
9 Determine if multiple routes are required in the routing table (Multipath). Yes
10 If both routes are external, prefer the path that was received before. Yes
11 Prefer the route that comes from the BGP router with the lowest ID. Yes
12 If the originator or router ID is the same for multiple routes, prefer the

path with the minimum length of the cluster list.
Yes

13 Prefer the route that comes from the lower IP address of the neighbor. Yes

For these reasons, the connection by BGP to insert the optimized routes, are made
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Fig. 1. (a) Path from AS13679 to AS278; (b) Internet Service Providers of the AS13679

Fig. 2. (c) A full mesh of the AS13679 and path to AS278; (d) Optimized Path from AS13679 to AS278

1. With a small Router ID, Example 1.2.3.4.
2. With a high local pref. (300 is suggested)

Although this connection is made by iBGP, with the 2 previous parameters we make sure that it will be
selected by the router because it is also the shortest number of steps.

5. Use of this methodology to find better routes

5.1. Experimental results in real networks

Figure 1a, shows the best route as it is received by the router of its neighbors, figure 1b, shows the 3
neighbors of the Autonomous System 13679. This route has an average latency of 89ms

Figure 2c shows the routes that should exist if the route to the network segment is announced by the
AS6503, which for some reason, that network segment, is not announced. Figure 2d shows the optimized
route, by sending the traffic directly to the AS6503 and not to the AS18734 so it avoids going through 2
additional systems (AS18734 and AS174). This new route has an average latency of 43ms.

The following 2 tables show some examples of autonomous systems and the number of routes that can be
optimized after analyzing their routes. The ISPs of AS13679, are AS6503, AS18734 and AS22566. You can
see how the average path of AS13679, is less than that of their ISPs, as expected from BGP. The analysis
is presented in IPv4 and IPv6 protocols, since they are implemented in dual stack, IPv6 is preferred6.
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Table 2. Summary of possible routes to optimize by ISP in IPv4
ISP AS6503 AS18734 AS22566 AS13679 AS13591

IPv4 Paths 695,253 681,682 683,538 698,417 659,400

Not optimal 3,812 65,191 148 98 23,752

Neighbor 40 181 13 3 96

Prom. Path 4.195 4.539 4.724 4.108 3.602

Table 3. Summary of possible routes to optimize by ISP in IPv6
ISP AS6503 AS18734 AS22566 AS13679 AS13591

IPv6 Paths 49,092 47,716 48,262 49,636 43,373

Not optimal 1,159 563 2 7 3,343

Neighbor 9 31 4 3 44

Prom. Path 4.503 3.964 4.280 3.832 3.169

6. Other benefits of optimizing these routes

In addition to the reduction of latency, shortening these routes also benefit the variability in time. The
following graphs show the advantage in the average and in the variance of the latency.

Another benefit is that it can validate that the latency actually decreases, or that the use of the links is
appropriate, even the different outputs can be balanced using tools such as flow analysis or SNMP monitoring
before injecting the new routes into BGP

The latencies when the route is not optimized and when, in addition to having the benefit of the reduction
of the average, also improves the variance, as seen in Table 4 and Figure 3

Table 4. Comparative of latencies
Not Optimal Optimal

Minimus Latency 78 ms 43 ms
Average Latency 89 ms 45 ms
Maximus Latency 114 ms 47 ms
σ2Min 162.267 1.6
σ2Max 210.4 3.2
σMin 12.738 1.265
σMax 14.505 1.789

Performing a confidence limits analysis, it can be assured with a 95% certainty, that the optimized route
is better.7 and Mann Whitney Test has a value of p = 0.02842958,9

Table 4 and figure 3 show the results showing the improvement of latency. In this example, the optimization
of the route benefits not to send traffic to the USA and back to Mexico, only local suppliers.
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Fig. 3. Improvements in averages and variance in optimized routes

7. Conclusions

If one of our ISP wants the route that announces us to a network segment is not considered, the correct
form is to add 4 or 5 prepends to the route, practically leaving this route as the last option due to the average
hops between autonomous systems. If you omit your advertisement, probably this ISP is not considered for
that route at any time, an option not recommended, because if the other ISPs interrupt the communication,
the route would not be available.

With SDN, you can analyze the routes thoroughly and determine if an ISP has connectivity with any
segment, even if it does not announce it to all of its neighbors, it simply announces it to one of our neighbors
(directly or indirectly). With this information, a shorter route can be created and, therefore, with a lower
latency.
The BGP convergence time10 of the changes in the routes does not influence the availability since they are
additional routes and the non-optimized routes continue to be announced, so that, even if the SDN controller
fails, at the worst of the cases the routes continue to work without optimizing.

The importance of using standard protocols such as BGP allows to implement these solutions practically
in any equipment that supports BGP and has more than 1 ISP. It is not required to support any commercial
implementation of SDN that may require an updated router.
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